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Abstract are outweighed by the simplicity and rapid development
time of an interpreter-based VM.

Virtual Machine authors face a dif cult choice: to set- _ . .

tle for low performance, cheap interpreter, or to writeCOde'COPY'”QhaS bgen propqsed as an interpreter im-
a specialized and costly compiler. A solution is to plementation technique that improves performance, re-
reuse a robust compiler like GCC. We present a proofducing the gap between interpreters and compilers [7,
of-concept, minimal-impact implementation. VM pro- 11]. In this work we address the main safety and prac-
grammer marks speci ¢ chunks of VM source code adical implementation problems inherent in such a tech-
copyable The native code resulting from compilation Nique. Previous attempts at code-copying did not fully
of these chunks becomes an addressable, self-containé@!ve these problems and had signi cant maintenance
copyable code chunk. Chunks can be safely copied &°ncerns. Our design builds on the well-known GCC
VM runtime, concatenated and executed together. WitfOMPpIler to ensure semantic guarantees appropriate for
minimal impact on GCC maintenance we guarantee thg°de-copying in VM designs. Supporting language en-
necessary properties of chunks and verify their integrity@ncements in a continually evolving, optimizing com-
With this technique a VM achieved performance im-Piler such as GCC can be complex; we thus further show
provement up to 200% ovelirect interpretation, while how support changes can be minimally intrusive, requir-
having runtime safety ensured thanks to chunks integritj?d changes dependent mainly on core, stable internal
veri cation. This maintainable enhancement shows acOmPpiler structures. Low maintenance and easily iso-
new way GCC can be used as a compiler for muItipIéated changes are important practical requirements.

VMs. An attractive feature of supporting advanced interpreter

_ execution designs is that a static compiler such as GCC
1 Introduction can become an effective back-end for multiple VM ar-
chitectures. This provides optimized execution at low

Virtual Machines (VMs) are used as a target Complla'cost for a number of interpretted languages. We pro-

tion architecture.by many languages. The most WideIX/ide experimental data from an implementation based
known example is Java, but the same is true of Pythorbn the SableVM Java Virtual Machine [7]. Our re-

PHP, Perl6, Fort_h and many others. Each of these Iar%’ults show that our automatic and veri ed safe design
guages uses a virtual assembly, usually called bytecod%, able to match, and sometimes exceed that of pre-

to encode mostly simple operations performed on a V"i/ious, labour-intensive, hand-done and unveri ed at-

tual Machine. The choice of the ope_rations representegempts This demonstrates the viability of our approach
by the bytecodes and the construction of a Virtual Ma-

. : in terms of performance and portability.

chine differ for each language. For example, Java uses

a virtual stack-based machine, while Perl6 uses a vir-

tual register-based machine. Despite the differences b&ontributions

tween bytecodes of different programming languages

they all require a Virtual Machine, and thus also a transyye make the following speci ¢ contributions:

lation mechanism involving either the use of a cheap but

slowerinterpreteror the use of a more costly compiler ~ We develop safe and practical code-copying tech-
that generates better optimized code. For many envi- niques appropriate for a high-performance inter-
ronments ef ciency remains important, but the develop- preter using GCC as a back-end. This also allows
ment and maintenance costs of an optimizing compiler us to provide previously elusive safety guarantees.
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Our approach ensures a maintainable design withirbranch target buffers (BTB). As Ertl showed in his work
the context of GCC itself. Ensuring safety in code- on indirect branch prediction in interpreters [3, 6] other
copying could be performed by large, invasive ef- solution that improve branch prediction, like bytecode
forts at nearly all levels of compilation; our tech- duplication, can also give signi cant performance im-
nigue minimizes the impact on general GCC devel-provement. Speedup due to branch prediction improve-
opment to small changes at the beginning, some datments much outweights other negative effects such as
recovery, and a veri cation phase. increased i-cache misses.

Our work provide an attractive, single-compiler so- A so|ytion similar to code copying engine is a JIT using
lution for a vquety of dlfferent programming lan- .o4e generated by a C compiler developped by Ertl [4].
guages and virtual machines. This takes advantagg, this solution, however, the pieces of code were actu-
pf the ubl-qwty and continuous development of a Ma-31ly modi ed (patched) on the y, so as to contain im-
jor compiler framework such as GCC. mediate values and remove the need for the instruction
counter.
In the next section we give related work on code-
copying and other interpreter optimization techniquesSpecialized interpreters are another route to optimized
Section 3 then gives background on code-copying techperformance. In VMgen the VM system can be trained
niques and requirements. Our design and GCC modi On a set of programs to detect the most often occur-
cations are detailed in Section 4, and Section 5 providedng small sequences of bytecodes and then modify the
some experimental results from our implementation. source of the interpreter to combine these sequences
into superinstructions, optimized the next time the inter-
preter is recompiled [5]. While the speed bene ts of this
2 Related Work solution are indisputable, it still requires non-automated
training, selection of the set of training programs and
In our work we are concerned with makingpde-  interpreter recompilation.
copyingtechnique practically usable. This technique
originates fromdirect-threadedinterpretation and was Another optimization based on exploitation of fre-
rst described by Piumarta and Riccardi in their work quently occurring bytecode sequences were shown by
on, what they calledselective inlining11]. Compilers  Stephenson under the name wofulticode substitu-
used at that time did not use too many optimizations thaion [12]. He showed that to limit the total number of

would make code-copying impossible, but their solutioninstructions (including those created by the optimization
also did not give safety guarantees. itself) such approach must be combined with careful se-

lection of sequences based on how well a sequence of
Gagnon was the rst to use the code-copying techniquéytecodes can be optimized.
in a Java interpreter [7, 8]. While this implementation
solved some important problems speci ¢ to the inter-A completely different approach to execution of byte-
pretation of Java bytecode, its code-copying engine recode was taken by GCJ [2] and LLVM [9]. GCJ is a
quired manual tuning that could not give guarantees o CC-based Ahead-Of-Time compiler, including also a
safe execution and therefore could not be regarded #hrect-threaded interpreter for dynamically loaded code.
a production-ready solution. Interestingly, experiment$>CJ takes as its input either Java source or Java byte-
done with a simple, non-optimizing portable JIT for code (class les) and compiles them to an architecture-
SableVM (SableJIT [1]) showed that such a JIT wasSPeci ¢ executable. LLVM is a compilation framework
only barely able to achieve speeds comparable to thereated for lifelong program analysis that features its
code-copying engine. This demonstrated once agaiwn code representation, own compiler and other tools
that code-copying is a very attractive solution, save onljhat make it very extendable and reusable.
for its lack of safety.

One of the important reasons why code-copying is sig8 VM Execution and Code Copying

ni cantly faster than other interpretation techniques is

its positive in uence on the success rate of branch pre©Our optimized design focode-copyingis within the
dictors commonly used in today's hardware containingcontext of a VM interpreter. Figure 1 shows a rough
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taxonomy of the different kinds of execution engines e renaaey” sidle sepersucton
used by Virtual Machines; in general this is through an

interpreter or compiler, though mixed designs are also
possible [10]. On the right side of Figure 1 compiler ap-
proaches translate streams of bytecodes into native ma-
chine code, either Ahead-Of-Time, where the compiled
code is stored and made ready for multiple, repeated ex-
ecution, or Just-in-Time, compiling the code just prior to
execution and (typically) discarding the result after the
program is completed. Compilation is desirable for per- -
formance, but implies a very non-trivial resource com- ISTORE_2:
mitment not always available to VM designers.

ILOAD_1

ILOAD_0

IADD

ISTORE_2

A\ 4

superinstruction
ILOAD1_ILOADO_IADD_ISTORE2

Interpreters have the advantage of simplicity, although

improved performance is possible with different designFigure 2: A simpli ed comparison of direct-threaded
approaches. We illustrate the main designs on the lefnd code-copying engines

side of Figure 1 to situate the code-copying approach;

these include a basewitch-threadednterpreter, and a

direct-threadednodel. preparatory action where a stream of bytecodes is trans-

_ _ _ lated into a stream of addresses.
A switch-threadednterpreter simulates a basic fetch,

decode, execute cycle, reading the next bytecode 10 €X-is important to notice that the speed advantage of a
cute and using a largawitch-casstatement to branch 10 gjrect-threaded interpreter over a switch-threaded inter-
the actual VM code appropriate for that bytecode. Thigyreter already comes with the requirement of additional,

codes often encode only small operations the overhez;“?i)e interpreter.

of fetching and decoding an instruction is proportionally
high, making the overall design quite inef cient.

3.1 Code-copying technique
A direct-threadednterpreter is a more advanced inter-
preter that minimizes decoding overhead. This kind of
interpreter requires an extension offered by some corrfCode-copying is a further optimization to interpreter
pilers known adabels-as-valuesNormally a G pro-  design, but one which makes relatively strong assump-
gram can contaigotcs only to labels. With the labels- tions about compiler code generation. The basic idea
as-values extension it is possible to take an address of@ code-copying is to make use of the compiler applied
label and store it in a variable. Later this variable can bdo the VM to generate binary code for matching byte-
used as an argument to a goto. In a direct-threaded inte¢odes. Parts athunksof the VM code are used to im-
preter a stream of bytecodes is thus replaced by a streapfement the behaviour of each bytecode. Those chunks
of addresses of labels. The labels themselves are plac€ficode are marked with labels at their begin and end.
at the start of the code responsible for the execution ofit runtime, the interpreter copies the binary chunks cor-
operations encoded by each bytecode. With this mechHesponding to an input stream of bytecodes and concate-
anism the interpreter can immediately execute a diredtates theminto a new place in memory, as shown in Fig-
gototo the right chunk of code. Optimization is implied ure 2. Such a set of concatenated instructions is called
by reducing the repeated decoding of instructions, trad@ superinstruction and it can execute at a much greater

ing repeated test-and-branch sequences for a one-ting@€ed than using any of the other two formerly described
techniques.

1The C language (and its close derivatives) is the most popular
language in which operating systems and their related tools, includ- ?Note that in the literature what we call code-copying is some-
ing compilers, are written. Many virtual machines are also writtentimes referred to a#lining or inline-threading[7]; these latter
in C; our work thus focuses on virtual machines written mainly in terms, however, we nd suggest method or function inlining to most
the C language. compiler developers and researchers.
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Figure 1: The taxonomy of Virtual Machines execution engines

Depending on an application and other factors the coderot contain relative jumps or calls to targets that would
copying technique can give from 20% to 200% perfor-be outside of the chunk, and its control ow must start
mance gain over the direct-threaded technigque. Therat thetop and exit at thébottom Chunks which do not

are two main reasons for this large improvement: possess these properties cannot guarantee safety at run-

time.
Reduction of the number of dispatches. With the

code-copying technique there is only one dispatchJnfortunately, the C standard does not contain any se-
per superinstruction instead of one dispatch per indnantics that would allow us to express and impose such
struction. This usually removes about 70% of therestrictions on selected parts of code. The labels placed
dispatches in superinstructions [7]. before and after the code chunks do not guarantee con-
. . tiguity of the resulting binary code chunks, nor do they
Improvement in branch prediction. In a code- - ! .
inq interoreter there are multiol i ¢ hplace restrictions on the use of relative addressing. Even
::nO?/ (;3 N erp ehe € g ?ne u FrJte ;:oaes ?rr?ar:: with the sub-optimal property of disabling optimizations
struction, €ach copy being a part of one ot ma yselectively for code chunks (let alone the entire VM) to
superinstructions. In direct-threaded or switch-

: . our best knowledge there is no production-quality solu-
threaded interpreters there usually is only one cop g P d Y

) . y[ion that would ensure creation of code chunks that can
of each instruction. Because of that the branche%e safely copied and executed

to the next instruction have a highly variable tar-

get, making branch misprediction rates extremelywithout guaranteed safety in code-copying an inter-
high [3]. preter cannot practically, reliably make use of this useful
technique. Previous results used hand-done examina-
In this way the code-copying technique removes a vasion, trial-and-error [7], and manual porting combined
amount of dispatches and mispredicted dispatches thafith specialized test suité$o attempt to ensure safety.
are especially costly on modern, highly pipelined pro-The large effort required, and the lack of a fully veri ed
cessors. result motivates our design in the next section.

3.2 Safety 4 Design

As numerous studies have shown the performance 92Ny vM designers our approach requires the additional

from using code-copying technique are clear [6, 3, 8
. ! ~use of the well-knowr#pragmaoperator to surround
7, 11]. However one of the biggest problems the im- prag P

C . and thus help identify copyable chunks. The bulk of
plementators of code-copying interpreter engines fac

Gur design effort is in ensuring safety for code copy-
is ensuring that the fragments of the code chunks copieg] g g y Py

: . . ) __Ing, a result guaranteed by a small set of well-speci ed
to construct superinstructions are still fully functional in
their new locations and as a part of a superinstruction[.J
In particular, to be fully functional a code chunk must  3Based on unpublished research within the SableVM framework.

asses within GCC. Below we rst detail requirements
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for code to berelocatableand thus suitable for code- allow (almost) all of the optimizations to execute
copying, followed by a description of the GCC modi - without modi cations and then at certain selected
cations, including the nal veri cation phase. points of the compilation process use specially

crafted passes that modify the code in a manner that
4.1 Generation of safely copyable code makes selected code chunks copyable.

There are speci ¢ requirements that a chunk of codelhe overall set of modi cations is divided into sepa-
has to meet so it could be copied to another locatiomate passes that collectively track or restore information
in memory, concatenated with other chunks and safel$hroughout the whole compilation process; a general de-
executed. If a chunk of copied code does not mimic thescription is shown in Figure 3. Depending on the repre-
functionality of the original it cannot be safely copied. sentation of the code at each stage of compilation this
We thus de ne a chunk of cod@ to becopyableif all  information is tracked in a different form. In the source
of the following conditions are true: code it exists agpragmalines, then as special ags of
selected AST elements, later we attach it to basic blocks
C occupies a single contiguous space in memory thaiind computed goto'sand eventually it is inserted in a
starts and ends with two distinct code labels speciform of notesinto the assembly. Tracking this infor-
ed by a programmer. mation turned out to be the most dif cult part of our
work. It is because of all the aggressive optimizations
that might duplicate, remove, and move parts of the code

_ o _ in which we are interested that ensuring copyable code
Any jump from inside ofC to code outside o (€.9. 5 non-trivial.

to an exception handler) uses an absolute target ad-
dress.

Any jump from the inside of to another place in- Phase I: Code parser pragma hook
sideC uses a relative target address.

Any function call from inside of uses an absolute The information about copyable areas originates from
target address. the soure code, so it is necessary to start tracking this

information from the moment the source code is parsed.
e plug our#pragmahandler into the standard GCC

If any of the above requirements is not met then a pa i . | .
ticular chunk of code is not copyable. Our goal was tomechanlsm for parsing pragmas to register the locations

modify a highly optimizing C compiler, such as GNU C of copyable pragmaip the source code. Figure 4 iIIl_Js-
Compiler 4.0, s0 it could process input chunk reques,[grates a fragment of interpreter source code for a single

and selectively generate code that meets these requir(égqIe c_hunk. The rst part of the code p_erforms_ the ini-
ments. tialization necessary for the code-copying engine. The

second part is the actual chunk or body of a bytecode
instruction. The code is surrounded by the spewigly-
able #pragmatatements that mark the begining and end

. . ) of the copyable chunk.
To compile a single function GCC executes several

dozens of optimization passes. These passes modify tl®CC contains generic code for handling pragmas, so we
code in ways that are usually supposed to improve thenly had to add to GCC a function that is called when
speed of the resulting code, or its other parameters. It ighis #pragmais encountered. This function records the
not feasible to modify, and maintain, all of these passeposition of#pragma in the source code which are the
to selectively generate code conforming to our requirebeginning and ending positions that encompass each
ments. Instead we modify the compiler to: copyable areaAt this stage the compiler also performs

_ _ _ sanity checks and warns about doubly started or open
preserve the information about which parts of thecopyable areas.

code have to be treated specially—from the moment
the source code is parsed to the moment the nal astn GCC inlining of functions is done very early, soon
sembly is generated after the parsing is completed. The result of parsing is a

Natural control ow entersC only at its “top” and
exits only at its “bottom.”

4.2 GCC modi cations
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|. Register pragma locations start/end during parsing

AST is created
Il. Scan the tree (twice)

N

- ensure each pragma location is followed by a label

- flag these label statements as BEGIN & END I Scan 1
- insert volatile assembly around END labels

addressing (via register) if the target is outside of an area
- modify calls within areas to use absolute addressing
(call via register)

- modify gotos within the copyable areas to use absolute
Scan 2

CFG is created
BB's are created

1I. Insert permanent marking and ensure areas are solid

- initial permanent marking of BEGIN/END basic blocks
- restore marking of copyable areas using BEGIN, END
and computed gotos as boundaries (reusable pass)

Tree-SSA and RTL
optimizations

IV. Fix ordering of basic blocks in copyable areas

- restore marking of copyable areas (reusable pass)
- reorder basic blocks of copyable areas

V. Insert RTL markers of copyable areas boundaries late

optimizations

VI. Verify RLT of copyable areas, that they
hold the copyable-code properties

NN

Figure 3. To produce copyable code with minimal changes to the internal structure of the compiler we inserted
several well isolated special passes.

case SVM_INSTRUCTION_LCMP:

{ I * instruction initialization */
vm->instructions[instr].param_count = 0;
vm->instructions[instr].copyable_code = &&COPYABLE_START_LCMP;
env->vm->instructions[instr].copyable_size =

((char *) &&END_LCMP) - ((char *) &.COPYABLE_START_LCMP);
break;

}

#pragma copyable begin
COPYABLE_START_LCMP:

{ I * instruction body */
jlong valuel = * ((jlong *) (void =) &stack[stack size - 4]);
jlong value2 = * ((jlong *) (void ) &stack[stack size - 2]);

stack[(stack_size -= 3) - 1]jint =
(valuel > value2) - (valuel < value2);
}
#pragma copyable end
END_LCMP:

Figure 4: Pragma directives are placed around the code that will be used by code-copying engine at runtime.



2007 GCC Developers' Summit 123

Original source: code: Phase II: Scan the tree (2)
#pragma copyable end
END_LCMP: In most architectures control ow jumps can baative

or absolute. Relative jumps have the advantage of be-

Is changed into: . . . . .
g ing (usually) smaller instructions, but having a machine-

_ volatile__ __asm__ ("::"memory"); speci c limitations on the distance for which they are
END_LCMP: useful. Absolute jumps are often longer instruction se-
—volatile__ __asm__ ("::"memory"); quences since the complete target address must be en-

coded, not just the relative displacement. As mentioned

Figure 5: Volatile statements are inserted arouncetise 1" Section 4.1 for control ow that goes outside of the
label to ensure that thearget basic block will remain  COPyable areabsolutgumps are required to ensure the
intact throughout optimizations. code behaves the same once copied. Similarly, jumps

within a copyable region must use relative addressing to
guarantee a copy will behave in a similar fashion.

stream of statements describing the parsed function arf@ur second phase thus includes a pass to convert con-
does not contain information abo#ipragma. How- trol ow statements that go outside of a copyable area
ever each statement has attached information about tf@nd not to thetarget bloc to use absolute addresses
source code location from which it was created. Intefor their targets. There are two cases of such control
grating our previously gathered information on the loca-OW: @ goto and a function call, both complicated by

tion of #pragma allows us to identify the code of copy- the fact that GCC itself doe®tproduce the nal binary
able areas within the stream of statements. code, rather it uses an external, platform-speci c assem-

bler program. It is in fact the assembler's role to choose
the addressing mode for each call or jump; typically the
shortest addressing mode to reach the target is chosen,
Phase II: Scan the tree (1) but there is no general and relatively platform-agnostic
way to specify in the assembler input that a jump or a

To ensure chunks are properly identi ed and separateéla” is to use absolute addressing. Below we describe
an initial pass is performed to check starting and endin§/OW We ensure absolute jumps are used through the use
conditions. Each location dfpragma copyable begin ©f computed gots, and then how we process the code
andendregistered during parsing is checked to ensure ifhunk to ensure control ow is safe for copying.

is followed by a label. Thesstartandendlabels have 1 torce selected jumps and calls to use absolute ad-
then their speciastart and emphend ags set accord- yressing we modify the code of these instructions to
!ngly. Finally the code is modi ed by arti C|aIIy_|nsert- make jumps and calls via a register. As shown in Fig-
ing into the stream of statements two empbjatile as- . g 'in C these instructions are represented respec-
sgmblylnstructlons around thend label, as shown in tively by a computed got@nd a function call using a
Figure 5. function pointer A computed gotas a special feature

. . of thelabels-as-valuesxtension of GCC used by direct-
The volatile assembly code acts as a barrier to COdﬁlreaded engine. It is gotowhose argument is not a
movement, -and is used to ensure the basic blocks diébel but a variable containing the address of a label (or
rectly following areas, thmrget bIo<_:ks, are preserved any other address). Using a register to hold the desti-
and act as the sole and unique exits of the natural COMation address may have a negative impact on the per-
trol OW from a COPYat_"e grea. Our tests showed thatformance that will vary from platform to platform, or
otherwise some optlmlzatlon.s WOUld at_ter_npt to remove, e cpu type. Here the bene ts of maintainability and
or mlergetargetblocks.. In principle a similar concern safety are paramount, and as we will show in Section 5
applies to the rst basic block of a copyable area, theour solution is ef cient in practice. Nevertheless, more

starting block. Howeverdln (?.ur test; tht?l colin;\)ll\ller(;/yguld portable ways of expressing absolute addressing could
never try to remove or duplicate this block. We di nOtimprove performance further.

investigate it further, but if it did it could always be han-
dled the same way as targetblocks. Our pass scans each copyable aregyfiics having as
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Original code within a copyable area:
goto labelX; / * where labelX is outside of the copyable area */

Is replaced with:

{

void =*address = &labelX;

/ * this assembly claims to read and modify address

* and in this way prevents constant propagation */
__asm__ _ volatile__ ("™ : "=a" (address) : "memory");
goto =*address; / * computed goto uses absolute addressing */

Figure 6: To ensure absolute addressingpéo to outside of a copyable area is replaced with a specially crafted
computed goto

their targets a label outside that area; a similar process fermation and is capable of nding all the basic blocks
applied to function calls. As show in the Figure 6, eachbelonging to copyable areas after arbitrary optimiza-
suchgotois replaced with a stream of statements thations.

force the compiler to use eomputed gotoand there- . _

fore an absolute addressing mode. First a declaratioff{ter the source code is parsed into the stream of state-
of a variable is inserted into the stream of statementdNents the compiler creates descriptions of basic blocks.
At runtime this variable will contain the address of the E&ch such description contains pointers to the rst and
target. Then an empty volatile assembly statement ithe last instruction that a basic block contains. We found
inserted. This statement claims to use and modify th&1at & basic block is a convenient unit to carry the ad-
value of the variable. Then a negotois created to re- ditional information about the copyable code. We ex-
place the existing one. The target of the rgotois the tended the data structure describing a basic block to
address stored in the variable. We do not concern ougtore the unique id of the copyable area a block belongs
selves with pre-existingomputed goteas these already 0 and to store a eld of utility ags.

use absolute addresses. Marking of basic blocks is straightforward. We scan

Our current system assumes that instructions are smdfje Stream of statements for labels earlier marked as
enough that the compiler will use optimal, relative Startandend and mark basic blocks with corresponding
jumps within the code of instructions found in a region, 89S- Note that the initial marking, as shown in Figure 8
and so does not attempt to ensure intra-area jumps apaight not be preserved by the optimizations performed

not absolute. Violations to this assumption, howeverl&€r which might split, join, duplicate, and delete ba-
will be detected in our nal veri cation phase. sic blocks. It is therefore necessary to have a method of

restoring the marking after the optimizations, if we are
to be able to to detect which basic blocks belong to a

Phase lll: Mark and ensure areas are solid copyable area.

In general optimizations can create new basic blocks,
Rather than modifying a large part of GCC to ensuremove or split existing ones. One of the possible results
properties of copyable code regions are preserved & that some basic blocks that functionally are part of
all subsequent compilation stages, by all compilatiora copyable area might not anymore be placed between
passes, we instead inserted two additional passes. Thige start andtargetbasic blocks of this area and might
rst pass modi es the code in a way that ensures thenot carry the initial marking. An example is shown in
minimal information about copyable code regions is al-Figure 7 where the last basic blodRE6), even though
ways preserved. The second (reusable) pass uses this placed far after thetart andtargetbasic blocks, clearly



BB1 area=5 BB1 area=5
flags = START flags = START
area=5 area=5
BB2 BB2
flags = TARGET flags = TARGET
= area=0
BB3 area=0 BB3
= area=5
BB4 area =0 BB4
area=0 area=0
BB5 BB5
= area=5
BB6 area=0 BB6

Figure 7: From the marking of only two basic bloclstart andtarget, the complete marking can be restored by
following the edges of the control ow graph. Once the marking is restored it is possible to rearrange the basic

blocks of a marked copyable area.

Statements stream

... I* Code before the area */
#pragma copyable start
COPYABLE_ICMP_START:

/* Copyable code */

#pragma copyable end
ICMP_END:

. [* Code after the area */

Figure 8: Initial marking of basic blocks right after parsing

—
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BB1 area=5
flags = START
area=5

BB4
area=5

BB6

R area=5
flags = TARGET
area=0

BB3
area=0

BB5

Basic blocks

area=0

area=5
flags = START

area =5

area=5

area=5
flags = TARGET

area=0
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belongs to the control ow of this copyable area. order basic blocks and ensure that code belonging to an

area is contained within itstart andtargetblocks.
To recover marking after optimizations we rely on the

preservation of thetart andtargetblocks. Area mark- The main reason for basic block reordering is an op-
ing restoration can then be done through simple propaimization performed by GCC by defaulbasic block
gation along the control ow graph, from tistartblock  partitioning. This pass does two things. It divides the
of each area until th&argetblock and jumps via com- set of basic blocks of a function into those that are ex-
puted gotos. It is critical that the compiler had earlierpected to be executed frequently (hot blocks) and those
modi ed all the jumps to outside of copyable areas tothat are expected to be executed rarely (cold blocks). In
use computed gotos. This way it is possible to alwayshe nal assembly all the hot blocks of each function are
nd the limits of copyable areas. Importantly, our ap- located contiguously in the upper part of the function,
proachdoes not use a heuristand is guaranteed to ei- and the cold blocks are located below the hot blocks.
ther properly restore the list of blocks belonging to aThis optimization also reorders basic blocks to ensure
copyable area or fail explicitly (which is reported as anthat the fall-thru edges are used for the most often en-
internal compiler error). countered control ow. These are heuristic techniques
for improving instruction cache hit rate and simplifying
During the marking restoration process the compilefzontrol ow, and this optimization can in practice im-

performs several sanity checks. Itensures thats@tit  prove the performance of a virtual machine by several
andtargetblocks exist for all initially existing copyable percent.

areas. It detects an attempt to mark a basic block twice,

from two different areas. Each of these problems is rett js of course possible to disable this optimization on a
ported as an internal compiler error, as that kind of situper-function basis. This was deemed unsatisfactory for
ation should never arise because the lists of basic blockg,o reasons. First, we perceive the fall-thru edges opti-
belonging to copyable areas can never intersect or ovemization as a welcomed attempt to improve the quality
lap. of the resulting code later used for code-copying. Sec-
) o ondly, we have to be aware that there are other optimiza-
There exists one optimization performed by the oMy hasses that can also relocate basic blocks. With or
piler that has to be disabled for a function that use oyt plock partitioning we had to create a solution

copyable areas. This optimization, in GCC, is calledy,5¢\youid be able to deal with any kind of relocation of
cross-jump It attempts to nd parts of code within a pasic plocks.

function that are identical and then share a single copy

of the code among all the places in a function where thigor 3 chunk of code to be copyable the compiler has
code is used. This optimization clearly con icts withthe to restore the order of basic blocks so that the code is
need of the code-copying engine to use self-containeggif-contained. In this case the goal is to move basic
code chunks and has therefore always been uselessifhcks to ensure that thetart basic block of the copy-
this context. We trivially modi ed the pass controller in gpje area is followed by all other blocks belonging to it,
GCC so that this optimization is automatically disabledynich are then followed by thargetbasic block of the
for functions that use copyable areas. This selective apsgme copyable area. After the marking of basic blocks
proach does not change the way all the rest of code qe|onging to all areas is restored (as described in the
Virtual Machine is compiled. previous section) it is relatively easy to move all basic
blocks belonging to an area into the wanted positions, as
illustrated in Figure 7. Positions of other basic blocks,
Phase IV: Fix basic blocks ordering not belonging to copyable areas, are left unchanged.

Our.initial marking pass ensured that the minimalinfor-4 3 phase \/ and VI: RTL markers and nal veri -
mation about the copyable areas is always preserved or
recovered. However, physical ordering of blocks is not

necessarily guaranteed—blocks for areas may not be all
located within thestartandtargetblocks after optimiza- The additional passes described above modify the struc-
tions are complete. A further pass is thus applied to reture of the code based on up to date information about

cation
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the boundaries of basic blocks, construction of the con5 Experimental Results
trol ow graph, and other data. During the last compi-
lation passes the GCC compiler discards some of this

information or does not keep it up to date. Our copyablero examine practicality of our design we modied a
region data is therefore again out of date for these nallava Virtual Machine, SableVM [8], to use our mod-
passes. In our tests we found that these last optimizatiored GCC and mark code chunks with owopyable
passes do not change the structure of the code enough#pragma Code-copying was already supported in
invalidate the properties of copyable code. NonethelessableVM, but required globally disabling block reorder-
this was not suf cient for the strong safety guaranteegng in GCC and did not provide safety guarantees. The
we required and another solution was needed. \We thergoal of our experiments was thus to demonstrate that our
fore added two passes. new approach allows the code-copying strategy to be re-

. _ . alistically and more reliably used while maintaining or
Not long before the information about basic blocks andmproving performance.

control ow graph becomes unavailable a special pass

inserts into the program representatigT{ stream) The results shown in Figure 9 have been gathered us-

speC|aI.n0tes.that mark the start and end of copyableing a machine with Intel Pentium 1V at 3GHz, 512MB
areas, including the ID of an area.

RAM. The SPEC benchmarks were run with their de-
Jpult settings, and performance is shown normalized to

The second pass is then a simple veri cation pass th i s ;
uses only a minimum of information. It is executed justthe spegd of the direct-threaded engine as a baseline for
comparison.

before the nal assembly is sent to the external assem
bler. With thenotesinserted by the previous special
pass it is possible to verify all the necessary propertieshe performance of SableVM version 1.13 modi ed to
of copyable areas when the code is nal. The veri ca-use the extension actually improved in most cases with
tion algorithm takes each instruction from the instruc-our technique. Although the performance improvement

tion stream and ensures that: was not our goal, we attribute the general improvement
to the fact that previously SableVM had to globally dis-
all copyable areas are present able basic block reordering for the code-copying engine

to work at all. With the added GCC support for code-
copying this useful optimization was enabled. We also
jumps from a Copyable aredare either to a target note that the performance of two benchmarks that bene-
within A or to this area's target label (the label that t the most from code-copying, as well apotslightly
begins the target basic block). Note that it is alsodecreased, about 2-3%. We suspect that this effect is
necessary to ensure that all jumps withimre also ~ caused by the memory barriers inserted into the code in
within the allowable range of a relative juthp places where the specigpragmais used. These barri-

) . ) ~ers might be inhibiting some of the optimizations. Over-
jumps to the outside of an area are made via registeg| however, the effect is clear, our modi cations ef -

and not a symbol (thus are absolute) ciently enable code-copying as a safe technique for VM

all calls from within areas are made via register andinterpreter design.
not a symbol (thus are absolute).

copyable areas do not interleave with one another

Interestingly enough, in other series of experiments,

A veri cation error at this point is uncorrectable and Where we attempted to enable code-copying for as many
is treated as an internal compiler error. This guaranPytecodes as possible (mainly Java bytecodes of condi-
tees that if a code compiles properly then the copyablonals), we found that making many more bytecodes
chunks of code will be safe to copy and execute in th&OPyable actually decreased the overall performance of
code-copying engine. In our experience we have not yd'® code-copying engine. This may be due to lower i-
enountered a case where the veri cation pass would faffache hit rate caused by bigger number of superinstruc-

when all the former passes executed properly. tipns, _or again due _to increased use. of ba_rriers a_nd in-
direct jumping. We intend to further investigate this as

4This check has not been implemented in our current system. near future work.
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Figure 9: Comparison of the performance of SableVM with direct-threaded engine, unreliable code-copying engine
and code-copying engine using the GCC copyable-code extension.

6 Conclusions and Future Work

greater generality of our design by replicating the code-

copying technique in other environments.

Code-copying interpreter designs depend on a small, but

important semantic understanding of how code is geNReferences

erated from source. Copyable code must behave func-
tionally the same when copied, and while conceptually
simple these strong guarantees are simply not provideo[
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